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Abstract—Graph analytics is becoming ever more ubiquitous
in today’s world. However, situational dynamic changes in input
graphs, such as changes in traffic and weather patterns, lead to
variations in concurrency. Moreover, graph algorithms are known
to have data dependent loops and fine-grain synchronization that
makes them hard to scale on parallel machines. Recent trends
in computing indicate the rise of massively-threaded machines,
such as Graphic Processing Units (GPUs). It is of paramount
importance to adopt these graph algorithms efficiently on these
GPU machines. However, concurrency variations are expected to
play a formidable role in achieving good GPU performance. This
paper performs an in-depth characterization of GPU architec-
tural choices for graph benchmarks executing on a diverse set of
input graphs. The analysis shows that performance improves by a
geometric mean of 40% when optimal threads are spawned on a
GPU relative to a naive choice that maximizes total thread count.
Moreover, an additional 41% performance is achieved when the
number of threads per GPU work group is reduced to a setting
that optimizes exploitable hardware concurrency. It is also shown
that algorithmic auto-tuning coupled with the right architectural
choices co-optimize GPU performance.

I. INTRODUCTION

Graph algorithms form a major subset of the overall big data
analytics paradigm [1]. A variety of upcoming applications,
ranging from self-driving cars to self-aware computing use
graph algorithms to reach informative decisions [2]. With
data becoming more and more profound, larger computing
platforms such as massively parallel GPU machines are being
adopted aggressively. Processors with huge memory band-
width and vectorized processing pipelines crunch on input
graph data in sensor-to-decision frameworks [3]. However, as
graph algorithms exhibit irregular and unstructured behavior,
communication and synchronization requirements remain high
and limit performance scalability [4].

In real environments, such as road and social network
graphs, dynamic changes in graph size and connectivity cause
variations in inputs [5]. These effects lead to input dependence,
leading to performance variations in parallel machines [6],
[7]. For example, a graph having higher connectivity has a
greater degree of vertex sharing, which implies higher com-
munication requirements between processors sharing portions
of the graph [8]. Therefore an input graph that exhibits higher
communication requirements is expected to scale to a more
limited thread count than a graph having less connectivity and
vertex sharing [1]. Scalability patterns change for diverse input
datasets, such as sparse versus dense, and large versus small
graphs.

Performance scalability in GPUs becomes of immense im-
portance as thousands of threads can be spawned concurrently.
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Fig. 1. Input graphs, such as California road network and mouse brain
with large variations in connectivity are executed on graph algorithms. Input
dependence leads to concurrency variations that must be harnessed using the
right algorithmic and architectural choices.

Most graph algorithms perform shared updates using atomic
instructions that induce higher synchronization costs in GPUs
executing a large number of threads. Input dependent varia-
tions, amplified by these synchronization costs, cause prop-
agative effects throughout systems with parallel machines [9].
Such input variations also result in changes to concurrency
requirements, i.e., a smaller or larger number of threads need
to be spawned to achieve optimal performance [10]. Moreover,
GPU programming models come with the concept of warps
and work groups, where a group of threads share the local
memory slices. Increased vertex sharing in a graph implies
that threads within a work group may bottleneck over accesses
to local memory, resulting in a complex environment of
architectural and concurrency variations.

The introduction of such concurrency variations lead to a
slew of architectural choices, where unique inputs perform
optimally at unique thread counts. This results in these dif-
ferent inputs scaling to different optimal architectural choices,
inducing performance variability. Increasing concurrency after
an optimal thread count induces synchronization that limits
scalability [11]. Even more architectural choices result trade-
offs relating to data locality [12], and accesses across warps



and work groups dictate performance. Common examples of
input dependence in commodity systems include GPU setups,
such as a cloud clusters [10], where users coming from
different background fields submit different input types, as
shown in Figure 1.

Such architectural choices are not characterized in prior
works. Although some prior literature does focus on hand
optimized parameters for concurrency control [13], program-
mers may or may not hand optimize code all the time. This
results in performance variations that are characterized in this
paper. Recent prior works on program auto-tuning, such as
PetaBricks [14] and OpenTuner [15] optimize for a given
problem where they select a target algorithm from a plethora of
algorithmic choices. Such frameworks run various algorithm–
input configurations based on program loops and other pro-
gram parameters, and select a configuration that gives optimal
performance. However, algorithmic choices are not sufficient
and architectural choices still exist. Therefore, characterizing
auto-tuned benchmarks for architectural concurrency choices
is also necessary.

This paper makes the following contributions:
• Input-dependence in graph analytics leads to concurrency

challenges in GPUs. A characterization study is presented
to understand the performance implications of architec-
tural choices in GPUs, such as selecting the right total
thread count and work group size.

• The analysis of concurrency choices shows a large per-
formance gap between naive and optimal architectural
choices. Moreover, benchmarks that are auto-tuned for
algorithmic choices co-optimize GPU performance with
the right selection of architectural choices.

II. GPU BACKGROUND

This section briefly describes the GPU programming
model [16], and how to configure various architectural and
concurrency control parameters.

A. GPU Programming Model

State of the art GPUs offer weak memory consistency
models. Programmers have to use explicit memory fences
and barriers for locally updated values to be flushed to other
threads. This paper uses OpenCL [17] to program and manage
GPU benchmarks. OpenCL programs use host programs writ-
ten in C/C++ to launch kernels in the GPU memory space. A
representative GPU architecture is shown in Figure 2.

Under OpenCL, kernels are launched with work groups
(also called warps in the CUDA programming model), where
a work group represents a group of threads on a vectorized
GPU core sharing a local memory space. Therefore, multiple
work groups are spawned on the GPU chip, with work groups
sharing a global memory space, along with shader and texture
memory explicitly for read-only data [18]. Atomic operations
support concurrent reads and writes to global memory (mainly
the L2 cache) for shared data. Further support includes local
and global memory barriers, implicit thread barriers, and queue
management for host to device communication and vice versa.
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Fig. 2. Conventional GPU Processor Architecture.
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Fig. 3. Consequences of GPU threading choices on performance.

B. Thread Management in a GPU Architecture

Due to the disparity between global and local memory
spaces enforced by the weaker consistency model in GPUs,
programmers can control the numbers of threads spawned in
a work group locally, as well as across work groups glob-
ally [19]. In modern GPUs, the work group size can be varied
from 1 to 1024. The total number of threads spawned depends
on the work groups used and the work group size. Again,
modern GPUs can spawn up to a few million total threads
that are managed by the underlying hardware schedulers. Thus,
total threads improvise available parallelism and data accesses
to global memory, while threads within work groups define
local parallelism and data access.

III. CONCURRENCY VARIATIONS IN GPUS

This section explains how performance varies in a GPU due
to variations in its concurrency controls.

A. Architectural Choices in GPU Threading

Massively-threaded GPUs can spawn thousands of threads,
which are managed by an underlying hardware scheduler. This
scheduler also manages thread blocks that are also known as
work groups. The total number of threads running on a GPU
can be calculated by multiplying the work group size with
the number of work groups deployed by the programmer.
Parallel programmers are generally naive and have little or
no knowledge of the underlying hardware architecture, and
spawn sub-optimal thread choices. This is done by keeping
the work group size constant while varying the total threads,
which in turn varies the number of work groups spawned
on the GPU. Figure 3 shows the architectural consequences
of varying thread count in a GPU setup. Smaller number of
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Fig. 4. Consequences of GPU work group size choices on performance.

total threads induce less exploitable hardware parallelism as
less number of work groups are spawned across the chip.
This reduces stress on the L2 cache as less number of work
groups contend for its bandwidth. Therefore, algorithms with
contended atomics and more L2 cache accesses are expected
to benefit from smaller number of total threads that induce
lower L2 cache contention.

A larger number of total threads allow more hardware par-
allelism as there are more number of work groups. However,
these consequently introduce other overheads, such as harder
thread scheduling, expensive global fences and synchroniza-
tion via atomics, and more contention on the L2 cache. Highly
concurrent algorithms that do not stress the L2 cache using
synchronization and data accesses are expected to benefit from
using a larger number total threads.

B. Architectural Choices in GPU Work Group Size

The variations in the work group size also lead to per-
formance implications. A GPU work group is a collection
of threads that work on a local memory chunk. A parallel
programmer may keep the total number of threads spawned
constant, while varying the work group size. A larger number
of threads in a work group (larger work group size) results
in more threads operating on the same local cache, which
increases contention in data access to the L1 cache, as depicted
in Figure 4. Local fences also become more expensive with
larger work group sizes because more threads are required to
flush data to the local cache.

A smaller work group size reduces the number of threads
that share a local cache. This reduces local parallelism, while
also reducing L1 cache contention and overheads associated
with local fence calls. Therefore, for workloads that contend
on local caches and incur overheads due to local fences,
smaller work group sizes are beneficial. However, this may
also cause some local cache capacity to go under-utilized,
presenting potential tradeoffs in performance.

IV. TARGET GRAPH ALGORITHMS

Graph algorithms generally consist of two main loops, an
outer loop that traverses the graph vertices, and an inner loop
that traverses the neighboring edges of a target vertex. Either
of these loops can be parallelized in a parallel setting, with
GPUs parallelizing the outer loop to take advantage of the
larger available concurrent work. Most graph algorithms also

go through several phases of the outer loop iterations, where
phases are separated by barriers and add to the total work.
Algorithmic structures are important for analyzing input sen-
sitivity as they define the use of atomics, data access patterns,
as well as thread and memory barrier requirements. Atomic
primitives are generally used in inner loops, as they enable
a higher degree of data sharing in graph algorithms. Barriers
separate multiple inner and outer loop iterations. Therefore,
the amount of exploitable parallelism not only depends on the
graph algorithm but also the input graph characteristics.

A. Single Source Shortest Path (SSSP)

SSSP is a highly used workload in emerging domains,
such as Unmanned Aerial Vehicles (UAVs) and self-driving
cars. It involves finding a shortest path from a source vertex
to all other vertices. The graph (the outer loop) is divided
amongst threads, where the algorithm (Yen’s optimization of
the Bellman-Ford algorithm [2]), iteratively works on until the
shortest path distances converge to values such that no more
shorter distances/paths can be found. The inner loop updates
these distances, known as relaxations, which use GPU atomics
in the L2 cache to update shared edges. Variations in graph size
are expected to vary available parallelism (GPU threads), while
variations in the inner loop define overall communication and
synchronization requirements. The version of SSSP used in
this paper is taken from the Pannotia suite [20].

B. Breadth First Search (BFS)

BFS is a well known graph algorithm, and is used in conven-
tional search, such as web crawling. It identifies parent vertices
of neighboring edges, while also searching for a specific vertex
in the graph in a neighbors-first manner. The outer loop is
divided amongst threads, while atomic operations are used
in the inner loop to update parents of shared edges. Such
operations are required because multiple threads in different
work groups might try to update a single shared edge. The
version of BFS used in this paper is taken from the Rodinia
suite [13]

C. Depth First Search (DFS)

DFS is also a well known search algorithm, which traverses
vertices is a first neighbor first serve fashion. To ensure
parallelism, the graph’s outer loop is statically divided amongst
threads, after which each thread starts a DFS on its portion of
the graph. Again, atomic operations are required to update
shared neighbors. This version of DFS is ported from the
CRONO suite [2].

D. PageRank (PR)

PageRank is an ubiquitous algorithm that ranks web pages
using a simple formula based on their connectivity and edge
weights [1]. However, these are floating point calculations as
PageRank values generally vary between 0 and 1. In terms
of parallelization strategy, the outer loop is divided amongst
threads, and the algorithm is divided into phases separated by
thread barriers. The initial phases do the PageRank calcula-
tions, while the remaining phases push PageRank values to



global memory, so threads in different work groups may see
updated values for subsequent phases. In some input graphs,
dangling pages arise that have no outward connections to other
vertices. These are catered for in the initial phase of the algo-
rithm, where a dangling page value is computed by traversing
the graph, and then later used in PageRank computations.
The version of PageRank used in this paper is taken from
the Pannotia suite [20]. Both PageRank, and PageRank-DP
(involving dangling page calculations) are depicted as separate
algorithms in this paper.

E. Triangle Counting (Tri. Cnt.)

Triangle counting is a benchmark used to identify triangles
in networks. The algorithm traverses vertices, and increments
counter values based on shared edges. The outer loop is
divided among threads, where each thread keeps a local
triangle counter for its portion of the graph. After a thread
barrier, the threads atomically update a global triangle count
value hierarchically to get the final triangle count. The triangle
counting workload is ported from the CRONO suite [2].

F. Community Detection (Comm.)

Community detection identifies communities sharing a com-
mon connectivity pattern in a given graph. Due to the exact
algorithm being highly serial, heuristics are applied to extract
scalability at the cost of detection accuracy [3]. The algo-
rithm runs in several phases, each of which are separated by
barriers. In the initial phase, threads run over all vertices to
calculate modularities, that are later used to separate vertices
in respective communities in subsequent intermediate phases.
Modularity computations are done via atomic operations, as
threads update modularities of neighboring edges. The final
phase involves a reconstruction step, which uses a heuristic to
approximate communities. This workload has a much larger
computation requirement, and thus scales well to high thread
count with GPUs. However, due to the use of atomics and
implicit thread barriers, input graph variations in density and
size potentially cause concurrency variations. The community
detection workload is ported from the CRONO suite [2].

G. Connected Components (CC.)

Similar in idea to community detection, the connected
components algorithm identifies connectivity within a graph.
The algorithm iteratively runs over the graph, and converges
when no further changes in classification are possible. Input
sensitivity is directly connected to performance, as conver-
gence depends on the input graph. The parallel version of
this algorithm also runs in several phases, however no shared
updates are required as these updates are done locally within
threads. Moreover, this benchmark has indirect memory ac-
cesses of the form A[B[i]], which occur as the algorithm
analyzes connected components relating vertices A with its
neighbors B[i]. The connected components workload is also
ported from the CRONO suite [2].

V. METHODOLOGY

A. GPU Settings
An Nvidia GTX-970 GPU is used to analyze the target

graph benchamrks executing a diverse set of input graphs.
The GPU has 1664 CUDA processing cores, each clocked
at 1GHz, a 4GB GDDR5 memory space, and memory band-
width of 224 GB/sec. OpenCL 1.2 is used due to its diverse
open source libraries and easy interface to the GPU. For
characterization, thread count and work group size are varied
to measure the performance sensitivity of these architectural
choices. The work group size, which specifies the number of
worker-threads operating on a local memory chunk, is varied
from 1 to 1024, while the thread count is varied from 1 to
1024 threads per work group. The underlying GPU hardware
scheduler schedules the threads on local memory.

To further compare concurrency choices across different
GPUs, an Nvidia GTX 750 Ti is also utilized for characteriza-
tion. This GPU has 640 CUDA cores, each clocked at 1GHz,
a 2GB GDDR5 memory space, and a memory bandwidth of
86.4 GB/sec. The work group size and threads per work group
are varied in the same way as the GTX-970 GPU.

B. Performance Metric
For each graph benchmark, the completion time is measured

for the kernel function, which is the time spent in the GPU.
This work targets GPU performance characterization, hence
memory transfer times between the GPU and host CPU are
not considered [21]. Moreover, GPU trends indicate larger and
shared memory paradigm shift that is expected to mitigate the
impact of transfer times [22], [23]. The GPU completion times
are acquired using the nvprof profiler from Nvidia.

C. Input Graphs
Several input graphs are used to identify concurrency

choices in GPUs. Table I shows the datasets used in this paper.
Sparse graphs, such as road networks are taken with low de-
grees to allow reduced communication and stress concurrency
controls. Larger social networks with higher connectivity and
density are taken to induce contention on the L2 cache due to
the use of atomic operations. A highly dense graph modeling
the mouse brain is taken to show how graph density stresses
communication within work groups. A highly used Kronecker
synthetic graph is also used, with it having modest density.
Finally, a very large synthetic graph (Rgg) is also taken to
show how concurrency is impacted when the GPU’s GDDR5
memory is stressed.
D. Graph Benchmarks

All graph algorithms are taken from a variety of benchmark
suites, such as CRONO [2], Pannotia [20], and Rodinia [13].
They use commonly applied vertex level parallelization strat-
egy, and sub-optimal threading and work group sizes [30].
Sub-optimal threading corresponds to threads other than op-
timal, which is set to a maximum of 1024 threads per work
group. Sub-optimal work group size is set to a maximum of
1024 work groups. All benchmarks use compressed sparse row
(CSR) representation for input graphs and data structures.



TABLE I
INPUT DATASETS.

Input Data # Vertices # Edges Avg.Deg.
Road Networks
California (CA) [24] 1,965,206 2,766,607 1.41
Social Networks
Facebook (FB) [25] 2,937,612 41,919,708 14.3
Livejournal (LJ) [26] 4,847,571 85,702,475 17.6
Connectomic : Brain
Mouse Ret. 3 (CO)[27] 562 577,350 1027
Synth. Network
Kronecker (Kron.) [28] 1,048,576 95,420,416 91
rgg-n-2-24-s0 (Rgg)[29] 16,777,216 387,553,689 23.1

E. Algorithmically Auto-tuned Graph Benchmarks

The graph benchmarks are also auto-tuned for optimal
algorithmic choices using the OpenTuner framework [15].
OpenTuner is an extensible auto-tuning framework that takes
in algorithms and input parameters. It learns by running
various possible configurations of program loops and other
algorithmic parameters, and provides an optimal configuration
tuned for performance. All input graphs from Table I are
input to the framework, after which OpenTuner runs multiple
configurations of the benchmark–input combinations. For a
more subtle analysis, it is assumed that auto-tuned benchmarks
have already been optimized for total threading. The auto-
tuning time is constrained to 1000 seconds, which is analogous
to the studies in [15], and allows up to several thousand runs of
inputs for each algorithm on the GPU. This setup is considered
an optimal auto-tuner configuration in the context of learning
and configuration selection.

VI. CHARACTERIZATION

A. Architectural Choices and GPU Performance

This section discusses the impact of architectural choices on
raw completion times acquired from different graph algorithms
and inputs, by varying work group sizes and the overall GPU
threading. Table II shows the exact completion times obtained
for the sub-optimal as well as the optimal choices for the GTX-
970 GPU setup. The first column shows completion times ob-
tained for sub-optimal GPU threads, while the second column
shows results for sub-optimal work group sizes once optimal
threads have been found. The column for optimal choice shows
when both these architecture choices are optimized.

It is evident that all benchmark–input combinations improve
completion time for the optimal choice. For sub-optimal
choices, the maximum GPU concurrency is exploited. Al-
though the high off-chip memory bandwidth helps overlap
communication costs with computation, the unnecessary and
expensive on-chip synchronization and cache contention costs
add up and result in underwhelming performance. The optimal
choice systematically reduces the number of concurrent work
groups and the number of active threads per work group. In
return, a balance between the amount of concurrency and the
cost of communication delivers significant performance gains
on the GPU. On average, the sub-optimal threading is found

TABLE II
PERFORMANCE FOR GRAPH ALGORITHMS AND INPUTS AT SUB-OPTIMAL

AND OPTIMAL ARCHITECTURAL CHOICES ON THE GTX-970 GPU.

Completion Time (ms)

Algorithm Input Sub-optimal Sub-optimal Optimal
Graph Threads Work Group Size Choice

SSSP

CA 189.4 57.22 43.31
FB 532.1 451.3 360.2
CO 301.4 68.23 13.42
LJ 578.7 510.3 408.2

Rgg. 95313 91481 82332
Kron. 201.0 159.7 97.11

BFS

CA 77.12 25.48 16.71
FB 71.62 32.51 21.23
CO 82.52 40.01 19.18
LJ 90.00 60.32 39.33

Rgg. 182.3 175.3 125.2
Kron. 79.01 44.37 25.81

DFS

CA 41.15 13.78 11.83
FB 30.15 19.01 16.15
CO 59.14 27.64 18.63
LJ 41.13 23.51 18.40

Rgg. 98.34 71.00 64.61
Kron. 29.13 19.01 11.40

PR-DP

CA 411.1 291.3 278.5
FB 400.1 305.1 267.5
CO 397.1 299.2 270.0
LJ 441.6 314.2 251.4

Rgg. 561.1 422.2 373.7
Kron. 269.2 170.1 142.3

PR

CA 56.13 40.12 32.11
FB 71.21 53.12 31.20
CO 71.12 41.76 33.81
LJ 96.12 87.21 60.87

Rgg. 341.1 298.2 272.1
Kron. 58.12 45.14 27.13

Tri.Cnt.

CA 97.12 66.24 62.70
FB 99.74 79.34 71.11
CO 234.1 109.1 46.23
LJ 164.4 129.2 66.98

Rgg. 702.4 686.12 612.2
Kron. 86.21 77.21 46.22

Comm.

CA 88.76 75.46 60.36
FB 101.2 84.53 16.81
CO 279.3 166.7 99.62
LJ 176.2 122.1 72.72

Rgg. 367.3 349.2 209.5
Kron. 78.65 66.14 47.73

CC

CA 67.23 20.23 15.98
FB 99.13 40.65 24.61
CO 187.1 55.00 8.423
LJ 112.4 77.23 23.13

Rgg. 367.4 287.1 63.16
Kron. 79.15 40.13 8.012

GeoMean 158.7 101.5 60.36

to be 2.63× worse, while sub-optimal work group size 1.68×
worse than the completion time of the optimal choice.

One notable outlier is SSSP running the Rgg. input graph,
which takes significantly long time to complete relative to
other input graphs. This happens because SSSP is an iterative
algorithm, and the algorithm loops across the input graph
multiple times to converge on the shortest path distances.
For a large graph like Rgg., the shortest path algorithm takes
many iterations to converge, resulting in a large completion



0

0.2

0.4

0.6

0.8

1

1.2

1.4

0 2000004000006000008000001000000

N
o

rm
a

li
ze

d
 C

o
m

p
le

ti
o

n
 T

im
e

Total Threads
200k  400k   600k  800k    1M 0 2000004000006000008000001000000

Total Threads
0 2000004000006000008000001000000

Total Threads
200k    400k    600k   800k    1M 200k   400k    600k   800k     1M

SSSP PR Comm

CA FB CO LJ Rgg Kron

0 2000004000006000008000001000000

Total Threads
200k   400k    600k   800k     1M

CC

Fig. 5. Consequences of concurrency choices in GPU total threading lead to tradeoffs in parallelism and communication. The work group size is set constant
at 1024, and total threads are varied. Each benchmark–input combination is normalized to the completion time of its run with maximum total threads.
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time. BFS and DFS only go through one iteration over the
input graph, hence they take less time to complete relative
to SSSP. PR-DP takes longer to complete than PR. This is
because PR-DP has an initial phase to calculate dangling page
values, which involves traversing the whole graph and then
committing the values to memory. Tri. Cnt., Comm., and CC
have similar completion times as PR, BFS, and DFS because
they all go through one iteration of the input graph.

Normalized performance curves acquired by varying total
threading and work group sizes are expected to show better
insights with respect to the trends in concurrency variations.
Figure 5 shows benchmark–input combinations normalized to
the completion times acquired at the maximum total threads
and maximum work group size. The performance variations
are shown when the total threads spawned on the GPU are
swept from 512 to 1 million, while keeping the work group
size constant. Figure 6 shows benchmark–input combinations
normalized to the completion times acquired at the optimal
total threads from Figure 5. The performance variations are
shown when the work group sizes are swept from 16 to
1024. For each sweep study, representative graph algorithms
are chosen to provide insights. SSSP has synchronization in
the inner and outer loops for each of its graph iteration. BFS
and DFS have similar synchronization trends. PR is a highly

concurrent graph algorithm. PR-DP and Tri. Cnt. have similar
concurrency trends. Comm. goes through multiple phases, and
has critical sections in the inner loop of certain phases of
the algorithm. CC is also concurrent, although it has indirect
data accesses of the form A[B[i]] that cause GPU caches to
underperform.

For SSSP, most input graphs give modest performance
improvements as total threads are reduced in Figure 5, with the
exceptions of CA and CO. The CA graph is sparse and small
compared to the rest of the graphs. Due to atomic updates
in the inner loop of SSSP, larger total threads stress the L2
cache. Hence, reducing total threads mitigates the stress on
the L2 cache, improving performance. The CO mouse brain
graph has only 562 vertices, and shows best performance at
512 total threads. Adding threads beyond 512 causes some
threads to remain idle and contribute only to synchronization.
However, as shown in Figure 6, reducing the work group
size while keeping total threads constant at 512 allows more
work groups to be formed. This distribution of work among
multiple work groups allows the CO graph to exploit higher
level of GPU parallelism, and improve performance. Kron,
which is a dense graph, also benefits from decreasing the
work group size. It has significant work in the inner loop
that stresses the local cache shared by the threads mapped



to each work group. Increasing the number of work groups
spreads the local cache contention. Hence, Kron benefits from
distributing the graph among multiple work groups. Reducing
the work group size is not always beneficial, as seen for a large
graph like Rgg. In the case of Rgg, a small work group size
does not provide sufficient number of threads per work group
to adequately overlap off-chip accesses. Hence, a relatively
larger work group size works best for this graph.

PR exhibits less performance variations with changes in
total threading, as depicted in Figure 5. This is because it
is an inherently parallel algorithm, with little or no synchro-
nization requirements. Moreover, it does not stress the GPU
caches, thus requiring little concurrency controls. However, as
shown in Figure 6, some performance variations are observed
with changes in work group size. The FB graph has higher
variability in the number of edges per vertex (degree). This
causes some work groups to have more work than the others.
Lowering the work group size reduces this high computational
work by spreading it across work groups, thus mitigating load
imbalance. Hence, FB performs better at low work group sizes.
For same reasons as SSSP, the Kron graph also benefits from
decreasing the work group size.

Comm. shows some variations due to total thread changes,
with most input graphs requiring higher total threads than
rest of the algorithms. Comm. has significant computation
and memory accesses in its inner loops, which stresses the
GPU resources. This allows higher total threading to hide
latencies associated with these accesses. In terms of work
group size variations, the FB graph shows great improvement
in performance at lower work group sizes. This is because
the variable graph structure of FB causes load imbalance,
as discussed for PR. Reducing the work group size allows
more work groups to be created, distributing work across the
chip and reducing load imbalance. Moreover, allowing more
work groups decreases pressure on local caches, and improves
overall performance.

CC shows performance improvements at a much lower
number of total threads. This happens because it has more
indirect memory accesses of the form A[B[i] that cause
contention on the L2 cache. Smaller total threads mitigate
this contention by spawning a lower number of work groups
across the chip. Smaller graphs (CO, CA, FB, Kron) benefit
the most from mitigating contention on the L2 cache. However,
larger graphs (LJ, Rgg.) need more parallelism, and hence do
not benefit as much from reducing the total threads. In terms
of varying the work group size, most graphs show notable
improvements. CA is highly sparse and has less stress on
the L2 cache, hence it benefits the least by reducing the
work group size. FB still benefits from lower work group
sizes by making it more load balanced. For CO, Kron., LJ,
and Rgg., lower work group sizes help significantly. CO and
Kron. are dense graphs that incur local cache stress amplified
by indirect accesses. These bottlenecks are mitigated when
multiple work groups are deployed. LJ and Rgg. are large
graphs and hence benefit from distributing the work across
multiple work groups.

TABLE III
PERFORMANCE FOR GRAPH ALGORITHMS AND INPUTS AT SUB-OPTIMAL

AND OPTIMAL ARCHITECTURAL CHOICES ON THE GTX-750 TI GPU.

Completion Time (ms)

Algo. Data Sub-optimal Sub-optimal Optimal
Threads Work Group Size Choice

SSSP

CA 202.4 177.3 169.2
FB 1563 1168 1010
CO 412.3 118.1 45.63
LJ 990.3 930.6 723.0

Rgg. 479813 393686 327890
Kron. 386.21 277.1 246.2

PR

CA 160.2 135.3 113.1
FB 159.74 99.74 91.13
CO 111.6 95.34 64.5
LJ 227.2 167.7 92.95

Rgg. 2346 1703 1635
Kron. 261.6 177.1 126.5

Comm.

CA 585.6 416.6 324.3
FB 89.71 59.34 53.43
CO 326.7 186.1 104.5
LJ 322.1 205.7 134.5

Rgg. 702.4 686.12 612.2
Kron. 199.2 177.1 135.2

CC

CA 181.3 91.45 80.14
FB 401.4 224.5 91.45
CO 456.1 203.5 54.14
LJ 601.4 437.4 300.3

Rgg. 2135 1646 1145
Kron. 334.6 200.4 104.1

GeoMean 511.8 349.7 242.2

This characterization reveals that optimizing total threads
alone is not sufficient to optimize GPU performance. The right
number of work groups to spawn those threads is also an im-
portant factor. Increasing the number of work groups exploits
parallelism, but causes stress on the L2 cache and increases
the cost of atomic operations. Lowering the number of work
groups hurts parallelism, but reduces cache stress and cost
of synchronization. Therefore, optimizing both total threads
and work group sizes is found to be most beneficial. The
characterization of parallel graph benchmarks on the GTX-
970 GPU shows that performance improves by a geometric
mean of 40% when total threads are optimized over a naive
setting where a programmer spawns the maximum number of
total threads. Moreover, when work group size is optimized
in addition to total threads, GPU performance improves by
an additional geometric mean of 41% over the optimal total
threads setting.

B. GPU Variation

In this section a different GPU, GTX 750 Ti is considered
to evaluate concurrency variations when the underlying GPU
changes. As compared to GTX 970, the GTX 750 Ti has less
overall CUDA cores and memory bandwidth. Table III shows
the completion times acquired for the four representative graph
algorithms described in Section VI-A. The Rgg graph had to
be broken into two parts, and then streamed in twice as its data
structures did not fit the 2GB memory space of the GTX 750
Ti. On average, the GTX 750 Ti performs ∼4× worse than
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Fig. 7. Normalized performance curves for different benchmarks–graph combinations obtained using OpenTuner while varying the work group size.

the GTX-970, while the concurrency choices are still exhibited
across total threads and work group sizes. Although not shown,
the GTX 750 Ti shows an optimal work group size of 64, while
the GTX 970 optimal work group size was seen to be between
128 and 256. This is expected as smaller GPUs have smaller
compute units and local memories per work group.

On average, the sub-optimal threading is found to be 1.46×
worse, while sub-optimal work group size 1.44× worse than
the completion time of the optimal choice. These overheads
are lower than those shown in the GTX-970, primarily be-
cause the GTX-750 Ti has less overall concurrent hardware
(bandwidth, cores, caches etc.), and hence has less sensitivity
to architectural choices.

C. Architectural Choices and Auto-tuned Benchmarks

In this section we evaluate OpenTuner [15] that takes in
benchmark–input combinations, and optimizes for algorithmic
choices. The programmer identifies loops that can be tuned,
and the framework finds an optimal schedule for the loops that
is tuned for performance on the target GPU. In this paper, the
OpenTuner is given the optimal total threads at sub-optimal
work group size, as well as the loops in the graph algorithms
that can be tuned. The framework restructures and tunes for
each benchmark–input combination on the GTX-970 GPU.
The objective of this study is to take auto-tuned benchmarks,
and study the impact of work group size architectural choice
on performance.

This study is done for four representative graph algo-
rithms (SSSP, PR, Comm., CC) with results shown in Ta-
ble IV. OpenTuner schedules program loops optimally for each
benchmark–input combination, which results in performance
improvements. For all benchmarks, most input graphs show an
improvement in completion time using the OpenTuner based
setups over the setup without OpenTuner. On average, the sub-
optimal work group size without OpenTuner is found to be
1.66× worse than the same sub-optimal setup with OpenTuner.
However, the OpenTuner setup with the optimal work group
size also further improves performance by an average of 14%
over the sub-optimal counterpart.

Let’s first compare the results of sub-optimal work group
size choice with and without the OpenTuner. In SSSP, the

TABLE IV
PERFORMANCE RESULTS FOR ALGORITHMS USING OPENTUNER WITH
SUB-OPTIMAL AND OPTIMAL ARCHITECTURAL CHOICE OF SELECTING

THE WORK GROUP SIZE.

Completion Time (ms)

Algo. Data Sub-optimal Sub-optimal Optimal
Wrk. Grp. Size Wrk. Grp. Size Choice with
w/o OpenTuner w/ OpenTuner OpenTuner

SSSP

CA 57.22 49.12 42.36
FB 451.3 373.1 356.1
CO 68.23 22.78 12.79
LJ 510.3 442.9 404.0

Rgg. 91481 84135 81012
Kron. 159.7 101.4 94.14

PR

CA 40.12 37.23 32.00
FB 53.12 39.14 30.10
CO 41.76 38.74 33.33
LJ 87.21 69.07 60.1

Rgg. 298.2 286.1 272.1
Kron. 45.14 31.21 26.22

Comm.

CA 75.46 69.46 60.35
FB 84.53 29.34 16.13
CO 166.7 119.1 98.14
LJ 122.1 91.42 72.14

Rgg. 349.2 286.1 207.1
Kron. 66.14 47.21 44.15

CC

CA 19.23 16.11 15.98
FB 40.65 25.66 24.6
CO 55.01 9.44 8.42
LJ 77.23 24.24 23.1

Rgg. 287.1 79.13 63.17
Kron. 40.13 14.55 9.14

GeoMean 123.5 74.30 64.05

CO dense graph observes a huge improvement in performance
because OpenTuner better schedules data accesses and atomics
in the program loops. Other dense inputs, such as Kron also
observe better performance with OpenTuner. However, modest
improvements are seen for relatively less dense graphs, and
notably with the sparse CA input graph. PR does not show
significant improvements with OpenTuner because its work
in the program loops is dominated by floating point computa-
tions. Comm shows similar trends as SSSP, where OpenTuner
performs better with graphs that perform more work in the
program loops than graphs that are sparse, such as CA.



CC, which has indirect data accesses in the program loops,
observes an average of 2.76× performance improvement with
OpenTuner. This is again attributed to better scheduling that
takes advantage of runtime information to hide the cost of
indirect data accesses.

Figure 7 shows the benchmark–input combinations normal-
ized to completion times acquired at sub-optimal work group
size with OpenTuner. All benchmark-input combinations show
improvements with OpenTuner, with performance curves be-
coming flatter compared to the non auto-tuned benchmarks in
Figure 6. This happens because OpenTuner schedules optimal
work among program loops to improve data access locality.
Moreover, the optimal work group size generally shifts towards
a larger size since OpenTuner is optimized for the maximum
work group size. For example, in the case of SSSP the CA
graph now runs optimally at a work group size of 256, which
was 128 before in Figure 6. The average optimal work group
size for all workloads in Figure 6 is calculated to be 192,
whereas in auto-tuned workloads it is 240. However, several
benchmark–input combinations still remain that improve with
better selection of the work group size. Notable examples
include FB for Comm., Kron for CC, and CO for SSSP.
This is observed because these benchmark–input combinations
benefit from the higher concurrency enabled by increasing the
number of work groups that OpenTuner could not automati-
cally enable.

VII. DISCUSSION AND FUTURE WORK

Based on the characterization of graph benchmarks exe-
cuting a variety of graph inputs, this work concludes that
architectural choices in GPUs exist and must be exploited to
improve performance. This section discusses what can and
should be done to overcome the performance implications of
these architectural choices. One observation is that although
GPUs have extremely high memory bandwidth to off-chip
memory, graph benchmarks are still constrained by on-chip
resources. This is evident from the total threads and work
group size sensitivity to performance, which directly ties to
on-chip resource usage. Many graphs and benchmarks suffer
from lack of on-chip resources when large number of total
threads and work group sizes are deployed. Other big data
analytic benchmarks are also expected to suffer from similar
challenges. Thus, future GPU architectures can be improved
with better support for on-chip caches and networks.

Another major observation shown is that input-sensitivity
leads to performance sub-optimality in graph analytics. These
penalties occur regardless of the GPU architecture and avail-
able parallelism. The GPU architecture and scheduler faces a
gargantuan task of scheduling the optimal architecture choice
for each benchmark–input combination. This challenge can
be addressed by augmenting the GPU software stack with an
application level scheduler, such as a recently proposed situ-
ational adaptive scheduler [31]. The scheduler can make use
of the machine learning paradigm, offering sub-ms evaluation
times for selecting the right architectural choices at runtime.

VIII. RELATED WORK

Auto-tuning frameworks, such as PetaBricks [14] and Open-
Tuner [15] optimize for algorithmic choices. These frame-
works are built to statically learn and classify algorithm–input
combinations for conventional CPU processors and GPUs [10].
One shortcoming of these frameworks is that they do not char-
acterize graph algorithms, which are known to have diverse
data access patterns coupled with fine-grain synchronization.
In this paper, state-of-the-art graph benchmarks are auto-tuned
using the OpenTuner [15] framework. Auto-tuning program
loops results in improved performance over non-auto-tuned
benchmark–input combinations. However, exploiting architec-
tural choices, such as selecting the right work group size is
still found to be a beneficial choice.

Works on exploiting parallelism in GPUs also vary work
group sizes at runtime to improve performance [32], [33].
Some of these works [33] show performance improvements for
a few simple graph algorithms, such as BFS. However, prior
works have not entirely evaluated these choices on a diverse set
of input graphs. In this paper, additional architectural choices,
such as total threads are considered and found to be a useful
parameter for tuning performance.

Prior works in benchmarking graph algorithms are plenti-
ful [1], such as Pannotia [20], Gunrock [21], CRONO [2],
Ligra [34], and Lonestar [4]. However, none of these works
characterize GPU scalability in terms of architectural choices,
i.e., total threads and work group sizes. All these works also
do not show input dependence and sensitivity [35]. However,
some works do hint towards the fact that completion times
vary with different inputs [36], [19], [31]. Such studies are
very much needed if bottlenecks due to both the underlying
architecture choices and benchmark–input combinations are
to be characterized to improve future GPU architectures and
programming models.

IX. CONCLUSION

This paper presents a GPU characterization study of archi-
tectural choices for graph analytics. It is seen that most con-
currency bottlenecks arise due to GPU benchmarks not being
tuned for each specific input in terms of total threading and
warp/work group sizes. Results show that average performance
overheads are 2.63× for workloads with naive concurrency
controls, and 1.68× for benchmarks with optimal choice of
total threads, but sub-optimal choice of work group size. More-
over, using an algorithmic auto-tuning framework improves
performance, but also benefits from tuning the architectural
choices as well.

Our analysis shows the following deductions:
• Input-sensitivity in graph benchmarks leads to perfor-

mance bottlenecks due to under- or over-utilization of
threads, as well as concurrency controls within a GPU.

• The right selection of these architectural choices leads to
a significant improvement in GPU performance. Further-
more, algorithmic auto-tuning coupled with architectural
choices co-optimizes GPU performance.
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